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Natural History Museum, “British Galleries”

Issues to be discussed

1) Welcome to David King
Naming conventions (David, David and David). David K is happy to use the Dauvit moniker or John, or we use surnames or initials.
2) Recovering the project schedule.

· We should cut back on the public-service aspect of the project: telling the world about the project and getting the world to use the outputs of our project. So we should delay mounting exemplar data sets etc. for as long as we can. But other aspects of publicity such as academic papers are essential so that we can record what we are doing and to gain support for new grants.

· Can we renegotiate project finish / deliverables dates? (Action David M)

· We should cut back on the amount of full mark-up by hand we said we would do. We can also delay the delivery of marked up texts and possibly reduce their number, or the quality / quantity of mark-up.

3) Biologia Centrali-Americana discussion

· How many versions of the scanned PDF are there, where did they come from and what OCR software was used to produce them?

· We think there are three OCRs (the 3rd version, from Chris Freeland, created using PrimeOCR, that features 6 voting engines). See the README file in the bca_12_04_03 directory.
· For the time being, we should ignore the Internet Archive (scanned by Microsoft) version of the document since this is taken from a different copy of the volume. Except when it helps us to resolve problems in the other version.

· Problem – how to find the correct word spacing? In the scanned text you get extra spaces that you don’t want. If there are spaces between characters within words, how do you find the spaces you want – the ones that separate words? Can we use the bounding boxes which are in the Abbyy version and the DjVu output to help us with this?
· We have the hand-marked up version which has the corrected spacing, so we may be able to devise rules to help us insert spaces correctly?
· (Discussion continued below under quick wins).
4) Which BHL volumes should we mark up? 

· The proposal said approximately 10 volumes, 3000 pages.

· Last time we discussed this, we said: “For mark-up, we should be looking at both the zoological and botanical literature. We should get examples of at least the vertebrate, arthropod and soft bodied invertebrates. The botanical literature is driven by the vascular plants, but the non-vascular plants follow the same conventions. We should start with the English literature.”

· Further discussion concluded that we just want one or two volumes to get started with the mark-up. Chris observed that later works are better than earlier works since the typography is likely to be more consistent. So we should choose volumes from somewhere around 1900.

· The BHL has DjVU XML and full XML output. Lu worked with these and tried to apply structure to the scanned text. One of the questions we posed in the proposal is, “Is this procedure generalisable and scalable?” Lu was putting extra mark-up in effectively to tag paragraph types. So, can we write code to do the mark-up for us? If we can run Lu’s algorithms on the volumes that we choose, we thought that should be enough for the purposes of the grant. 

· What level of mark-up are we aiming for? We are agreed that full mark-up using TaXMLiT is not feasible.
· The first level of chunking is already in the DjVu format, which is lines and paragraphs.

· The second level is to identify the sort of paragraph that the paragraph is (what content it has – a heading, description, etc.). 

· Do we worry about the formatting on the page such as bold and italics? We decided that bold and italics are important; others such as small caps don’t really help)? 

5) Which XML mark-up should we use? 

· TaxonX uses levels (GoldenGATE is at Level 3). TaxonX level 3 is much less atomised than TaXMLiT. Should we start off by marking up in TEILite, which could enable us to meet the deliverables we have set ourselves? Chris has money to mark up the rest of the BCA in TEILite. Going from TEILite to TaXMLiT takes a while.
· Stages of mark-up for TaXMLiT. Isolate different paragraph types e.g. descriptive paragraphs. But you would identify distribution paragraphs, citation paragraphs, heading paragraphs, etc. You wouldn’t identify names initially because they are everywhere. This is the chunking approach. First stage is paragraphs and paragraph types. We need a TaxonX – TaXMLiT – TEILite mapping (Chris said he would look at this). TEILite is a standard. And like all standards, there are loads to choose from!
· Should we aim to mark up the chosen volumes in TEILite? There is quite a lot of work involved. Chris usually goes straight to TaXMLiT

· What mark-up standard does Lu’s work output in?

· Using the Abbyy FineReader version of the BCA, Anna Weizmann said that only 14% of the names were correct. The key thing from the point of view of the grant is to improve on the 14%.

· Note that we don’t change the BHL text; we provide a look-up table of possible alternatives which allows users to locate mis-identified names. Therefore we still use exact string-matching, which is fast.

· For a separate user community, we will provide marked-up text that may stimulate the further research by the NLP community. This is why we are producing marked-up output.
· We also said that we would do something about pre-processing the images. So that we can say to BHL “If you run the following algorithms on your images, you will get the following improvements in your recognition.” This would make a good paper – looking at pre-processing the images and post-processing the OCR’ed text, and the effect that it will have.

· Because we have the bounding box, you can extract specific words that are problematic. Can you use language rules to guess what you think the word is, and how likely is this when recognised by OCR? This involves trying to assess the validity of our guess, automatically. If you guess it should be Pica, what is the probability of a match if you sharpen the image and is this an improvement over the unrecognised image?
· GoldenGATE throws away a lot of information because it is trying to differentiate between end of line and end of paragraph.
6) Workflow and priorities
· Annals magazine London (marked up by Lu) We have the URL but possibly not the marked-up version although we can ask for it. (Action David M)
· We should use the ScratchPad server when we can. Possibly this should have a blog (involve Chris Freeland and Lu and others in the BHL e.g. BHL Europe) which can be used effectively as a discussion group. There is a good advantage to having a private blog because then we can discuss things that may not work. We might want a public blog, an invitation blog (restricted RSS), and a private blog. It would be a good idea to have something on the public website to record what we are thinking about – every fortnight or so. (Action David M / Dave R to set up the ScratchPad so that we all have access).
· At some stage we need to think about document repositories – both private and public versions of the repository. What we are delivering is the marked up documents, not the code. So do we need an SVN repository on the scratchpad?
7) Podcasts

· This is quick and easy publicity and meets a desire expressed by the department.

· What we need are the logos and something to say.

8) Grants and publications, papers and conferences
What are the quick wins?
· What can we get from a comparison of the different BCA versions with the corrected version of the text?

· DRM’s analysis with a spell checker and looking at variants extracted by a spelling checker worked well enough that it could be worked up into a paper. N.B. This approach doesn’t work when the first character of the word is aberrant. This could be a quick paper, but we have to pitch it carefully. You could get away with this paper in a Bioinformatics journal in terms of name-searching. The NLP community is very keen on comparison against hand-corrected text. 
The basic question is: how far can you get with a spell-checker? We’re looking for a quick, not a thorough analysis. So we can just use the hand-corrected version of the text. We could take it further by looking at the original text scans that caused the OCR to give an erroneous result. This might give us a clue as to what pre-processing might circumvent the problem?
· Do a comparison between how the different OCR systems have read the same word. Different OCR systems have made different errors. And the errors are not consistent. Alistair wants to compare the output from the different OCR systems with the corrected version. The difficult bit is going to be aligning the terms in the different versions. (This is a longer-term paper, such as the July deadline, see below.)

· Having identified variants that come from the same text, we then have a source of image objects that should all be the same (using the bounding boxes to identify the words). Can we differentiate between personal names and species names? If we can identify the bibliography, we might be able to identify the personal names from the bibliography so that we can distinguish between personal names and taxonomic names. Note that for botanical publications there is a standard list of authors and abbreviations. (This could be a third paper within the project lifetime).

Objectives
· Spell checking: go back to the literature to find out if it has been done before. Then flesh out what else we need to do to get a paper, beyond the Unix one-line script. Run the original text and the list of mis-spellings through the Find-IT (UBio) tool. Find-IT uses REST. And/or use the Global Names Architecture (GNA) to access a large list of taxonomic names.
· This is not a quick win, but we have to pick up on Lu’s work. Ask Lu if we can have access to her data. (Action David M.) This is high priority because it is a deliverable. This takes us into the mark-up area – can we automate the mark-up / tagging of text blocks? 

· Mark-up of scanned texts to some level of blocks (TEILite, etc.)

· From the mark-up we want to identify citations so that we can identify author names, so that we can differentiate between taxonomic and personal names in the list from the spelling checker. If you have a capitalised name and it has a number after it then it is likely to be an author’s name e.g. Jones 1993 vs Pica. The key to making this work is latinate endings, since author names often turn up as part of taxonomic names. Do you get personal names with Latinate endings?
· Julius Wellby tried to de-duplicate citations using the Taxonomic Harvester. Look at the Harvard list of author names in Botany.

· Will the OCR get things such as Homo right because it is in the dictionary?

· Alistair will put together a paper that he can take to the conference at Easter. (Action Alistair) 
Papers

· Is there a paper outlining the process from book on the shelf to usable electronic text. Lu’s first paper does this reasonably well. (Similar motivation to GoldenGATE.)
· Conferences to target: 

· TDWG (Montpellier, September).

· Artificial Intelligence and Terminology (Toulouse, November) deadline is middle of July (workshop scale rather than major conference). Everyone there is working with Medline and molecular data/issues.

Grants
· UK-based funding. We will stand a chance with JISC if we deliver and if we are asking for some form of extension funding so we have a person in place. EPSRC (favoured by Alistair) and BBSRC (Chris and Dave have a proposal in to the TDRF scheme – there should be another call in the summer).

· For the next grant we need a demonstrable user service that helps with indexing of taxonomic names. Even if the name has been recognised incorrectly, we can give you a list of what the name is likely to be.

· Chris would like to go for automated mark-up and AI (for mining elements of text that are of interest). We also want improved indexing (for accessibility so that we can build up vocabularies of alternative spellings, or so that we can auto-correct, or work with mis-spellings. We could work with the GNA – Global Names Architecture, which has a huge number of alternative spellings). For the JISC grant, we don’t need to implement the look-up tables of alternative spellings. It would also be useful to extract the genus name where you only have the abbreviation. If we have them, Chris Freeland will do the implementation. Chris Lyal thinks this is a BBSRC and TDRF grant; Alistair thinks this is EPSRC.
· At the moment we have Innotaxa as the user interface and BHL as the content provider and nothing in the middle except domain experts doing the mark-up by hand. You need to get the text into XML and you need a specialist reviewing tool. You need an annotation layer and interpretation layer. Chris to look at Pepe’s taxonomic editor. This may have the citation parser (in Java) (Action Chris).
· EU-based funding. Need to avoid e-content+ (FP7) because this is exclusively about generating content and not to do with generating tools to generate content. We might want to look at an open call for FP7, but will need to collaborate with other countries such as Donat Agosti (Switzerland) and Guido Sautter (Germany). Also taxonomists to collaborate with on the call (Netherlands and France, exploring through BHL Europe).  
9) Repositories
· What do we need to make the project results available? Do we need a subversion repository?
· DRM to look at ScratchPads; to find out about what it can do and how it can support us (Action David M).

10) Next project meeting

· Before Easter – by Skype on Thursday 19th March; Dave to set up a Doodle poll. 
· After Easter – face to face meeting at the NHM, DC2 meeting room, Tuesday 21st April.
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